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Abstract

Although model editing has shown promise in
revising knowledge in Large Language Models
(LLMs), its impact on the inherent capabilities
of LLMs is often overlooked. In this work, we
reveal a critical phenomenon: even a single
edit can trigger model collapse, manifesting
as significant performance degradation in var-
ious benchmark tasks. However, benchmark-
ing LLMs after each edit, while necessary to
prevent such collapses, is impractically time-
consuming and resource-intensive. To mitigate
this, we propose using perplexity as a surro-
gate metric, validated by extensive experiments
demonstrating changes in an edited model’s
perplexity are strongly correlated with its down-
stream task performances. We further conduct
an in-depth study on sequential editing, a prac-
tical setting for real-world scenarios, across
various editing methods and LLMs, focusing
on hard cases from our previous single edit
studies. The results indicate that nearly all ex-
amined editing methods result in model col-
lapse after only few edits. To facilitate further
research, we have utilized GPT-3.5 to develop
a new dataset, HardEdit, based on those hard
cases. This dataset aims to establish the foun-
dation for pioneering research in reliable model
editing and the mechanisms underlying editing-
induced model collapse. We hope this work can
draw the community’s attention to the potential
risks inherent in model editing practices1.

1 Introduction

Large language models (LLMs) (OpenAI et al.,
2023; Touvron et al., 2023), once trained, face
the risk of becoming obsolete due to the dynamic
nature of world knowledge. This challenge has
spurred interest in model editing (Yao et al., 2023),
an emerging research area dedicated to efficiently
updating model parameters to modify outdated or

†Corresponding author.
1Code and data released at https://github.com/Wanl

iYoung/Collapse-in-Model-Editing.
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Figure 1: (a) Editing GPT-J with ROME to inject a
new fact “Twitter was acquired by Elon Musk” severely
disrupts its ability to generate coherent text. (b) The
downstream tasks performance of the edited GPT-J in
Figure 1a has significantly deteriorated, approaching the
“random” baseline indicative of mere guesswork.

incorrect knowledge in models, thus avoiding the
huge costs of retraining from scratch (Meng et al.,
2022). Recently, model editing has advanced signif-
icantly and found applications in various domains,
including question answering (QA) (Huang et al.,
2023), hallucination correction (Hartvigsen et al.,
2023), and model repair (Murty et al., 2022).

However, our pilot explorations reveal a critical
and unexpected risk: even a single edit can cause
model collapse. As shown in Figure 1a, employing
ROME (Meng et al., 2022), a cutting-edge model
editing method, to update GPT-J with only one fact
led to a marked deterioration in its text generation
capabilities. Moreover, Figure 1b highlights a sig-
nificant decline in the performance of edited GPT-J
on three representative tasks from its official eval-
uation task sets, approaching the level of random
guessing on these tasks. Herein, we term the phe-
nomenon of significant performance decline across
various downstream tasks in the edited model as
“model collapse”. This observation raises two criti-
cal questions for model editing:

• How can we efficiently identify or measure col-
lapse in an edited language model?

• Is model collapse a common issue across differ-
ent language models and editing methods?
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