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Figure 2: The frameworks of retrieval-augmented approach, generation-augmented approach, and hybrid approach.
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Figure 3: The task to study LLMs’ merging mechanisms
by tracing the sources of the answers.

2022) or generated (Xie et al., 2023), leaving un-
derexplored how LLMs resolve conflicts between
diverse contexts.

2.2 Answer Tracing Task

Departing from previous research, our study in-
vestigates the mechanisms by which LLMs merge
contexts from diverse sources in hybrid approaches.
As illustrated in Figure 3, we design a task to as-
certain whether an answer aϕ originates from gen-
erated contexts Dϱ

k or retrieved contexts Dγ
k . For

a more controlled and simpler analysis, we limit
the context to a single instance from each source,
i.e., k=1 and aϕ=ϕ(q, dγ1 , d

ϱ
1). Then, by compar-

ing the answer aϕ with the answers derived from
the retrieved context aγϕ and the generated context
aϱϕ, we can determine its source, thereby analyzing
the merging mechanism of LLMs.

We specifically focus on non-tunable LLMs, i.e.
in zero-shot settings, to reflect prevalent real-world
use cases like ChatGPT. This direction is motivated
by the high cost and limited accessibility of fine-
tuning, which makes the direct use of non-tunable
LLMs popular. Additionally, given the extensive
use of LLMs, any bias or issue in their merging
mechanisms could lead to serious consequences.

3 Experimental Setup

To facilitate our investigation into how LLMs
merge generated and retrieved contexts, this sec-

tion elaborates on the construction of our context-
conflicting datasets and the evaluation metric.

3.1 Context-Conflicting Datasets

As depicted in Figure 4, in our dataset Dcc, each
sample x is a quintet (q, dγ1 , d

ϱ
1, a

γ
ϕ, a

ϱ
ϕ), where dγ1

is the context returned by retriever γ for question
q, dϱ1 represents the context generated by LLM ϱ,
aγϕ and aϱϕ are the candidate answers provided by
the reader ϕ, each based solely on the respective
contexts dγ1 and dϱ1. To guarantee that our dataset
is suitable for controlled experiments aimed at in-
vestigating the merging mechanisms of LLMs, it
should adhere to specific criteria:
• Traceability: aγϕ and aϱϕ should be supported by

their corresponding contexts, dγ1 and dϱ1.

• Exclusivity: Only one of the contexts, dγ1 or dϱ1,
provides the correct answer, i.e., either aγϕ or aϱϕ
matches the gold answer of question q.

Such constraints establish a solid basis to identify
which context, generated or retrieved, is selected
by LLMs to produce answers in hybrid approaches.

We utilize the dev and test sets of two open-
domain QA benchmark datasets with golden an-
swers, i.e., NaturalQuestions (NQ) (Kwiatkowski
et al., 2019) and TriviaQA (TQA) (Joshi et al.,
2017), to assemble our experimental datasets. The
overall pipeline for dataset construction is depicted
in Figure 4, with detailed steps outlined as follows:
Context Preparation. Step 1 in Figure 4 illustrates
the process of preparing contexts for each question.
For retrieved contexts, it is obtained from the top-1
ranked passage from Wikipedia using Contriever
(Izacard et al., 2021), a powerful off-the-shelf re-
trieval model that is extensively employed in var-
ious retrieval-augmented generation systems (Shi
et al., 2023; Ram et al., 2023).

For generated context, we follow the GenRead
(Yu et al., 2022), instructing the generator, e.g.,
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2022) or generated (Xie et al., 2023), leaving un-
derexplored how LLMs resolve conflicts between
diverse contexts.

2.2 Answer Tracing Task

Departing from previous research, our study in-
vestigates the mechanisms by which LLMs merge
contexts from diverse sources in hybrid approaches.
As illustrated in Figure 3, we design a task to as-
certain whether an answer aϕ originates from gen-
erated contexts Dϱ

k or retrieved contexts Dγ
k . For

a more controlled and simpler analysis, we limit
the context to a single instance from each source,
i.e., k=1 and aϕ=ϕ(q, dγ1 , d

ϱ
1). Then, by compar-

ing the answer aϕ with the answers derived from
the retrieved context aγϕ and the generated context
aϱϕ, we can determine its source, thereby analyzing
the merging mechanism of LLMs.

We specifically focus on non-tunable LLMs, i.e.
in zero-shot settings, to reflect prevalent real-world
use cases like ChatGPT. This direction is motivated
by the high cost and limited accessibility of fine-
tuning, which makes the direct use of non-tunable
LLMs popular. Additionally, given the extensive
use of LLMs, any bias or issue in their merging
mechanisms could lead to serious consequences.

3 Experimental Setup

To facilitate our investigation into how LLMs
merge generated and retrieved contexts, this sec-

tion elaborates on the construction of our context-
conflicting datasets and the evaluation metric.

3.1 Context-Conflicting Datasets

As depicted in Figure 4, in our dataset Dcc, each
sample x is a quintet (q, dγ1 , d

ϱ
1, a

γ
ϕ, a

ϱ
ϕ), where dγ1

is the context returned by retriever γ for question
q, dϱ1 represents the context generated by LLM ϱ,
aγϕ and aϱϕ are the candidate answers provided by
the reader ϕ, each based solely on the respective
contexts dγ1 and dϱ1. To guarantee that our dataset
is suitable for controlled experiments aimed at in-
vestigating the merging mechanisms of LLMs, it
should adhere to specific criteria:
• Traceability: aγϕ and aϱϕ should be supported by

their corresponding contexts, dγ1 and dϱ1.

• Exclusivity: Only one of the contexts, dγ1 or dϱ1,
provides the correct answer, i.e., either aγϕ or aϱϕ
matches the gold answer of question q.

Such constraints establish a solid basis to identify
which context, generated or retrieved, is selected
by LLMs to produce answers in hybrid approaches.

We utilize the dev and test sets of two open-
domain QA benchmark datasets with golden an-
swers, i.e., NaturalQuestions (NQ) (Kwiatkowski
et al., 2019) and TriviaQA (TQA) (Joshi et al.,
2017), to assemble our experimental datasets. The
overall pipeline for dataset construction is depicted
in Figure 4, with detailed steps outlined as follows:
Context Preparation. Step 1 in Figure 4 illustrates
the process of preparing contexts for each question.
For retrieved contexts, it is obtained from the top-1
ranked passage from Wikipedia using Contriever
(Izacard et al., 2021), a powerful off-the-shelf re-
trieval model that is extensively employed in var-
ious retrieval-augmented generation systems (Shi
et al., 2023; Ram et al., 2023).

For generated context, we follow the GenRead
(Yu et al., 2022), instructing the generator, e.g.,
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